
• Adaptive social interactions involve inferring others’ goals from their behavior – this ability 

known as Theory of Mind (ToM) is impaired in conditions like ASD

• ToM can be quantitatively assessed by games where a player’s behavior depends on 

accurately representing another’s goals 

• The coordination game (Skyrms, 2004) is particularly promising:

• It is rigorously quantifiable with diverse modeling techniques, including reinforcement 

learning and Bayesian inference (e.g., Yoshida et al., 2008; 2010; Craig et al 2017)

• It is sensitive to neuromodulation: e.g., to intranasal delivery of the neuropeptide 

vasopressin (Brunnlieb et al., 2016)

• However, it is unknown whether this game could be appropriate for measuring treatment 

effects on ToM in ASD in a remote, frequent monitoring setting

• We introduce “Treasure Hunt” - a smartphone adaptation of a 
two-player coordination game

• We evaluate two AI agents, each representing a player’s goal 
beliefs, in terms of ability to estimate change in ToM over time

• “ToMPlan” agent (Craig et al 2017) uses actor-critic reinforcement 
learning architecture to learn others’ value functions

• “k-ToM” agent (Yoshida et al 2010) learns level of ToM reasoning 
through Bayesian methods 

• We incorporated user feedback from 38 diverse individuals with 
ASD differing in age and IQ

• Computer simulations show AI agents can successfully 
estimate ToM (manifest as change in cooperative behavior)

• Yoshida “k-ToM” agent is more suitable to detect behavior 
changes, requiring fewer games to adapt to player’s strategy 

• Thus the task appears suitable from a quantitative perspective 
to assess ToM in autistic individuals in clinical trials

• Qualitative feedback from focus groups indicates the task is 
likely to be well-received as an assessment in a clinical trial

• Quantify Theory of Mind (ToM) 
ability using smartphone 
adaptation of coordination game

• Identify optimal artificially-
intelligent (AI) agent for 
estimating change in ToM

• Ensure acceptability in clinical 
trials by individuals with Autism 
Spectrum Disorder (ASD)
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Figure 2: Simulation results for ToMPlan agent. In each simulation, games were simulated
with a player that had 40% chance of seeking treasure (before) followed by the same
number of games with a player seeking treasure 60% of the time (after). Results show the
agent needs ~200 games to converge on the other player’s behavior.

Figure 3: Simulation results for k-ToM agent. In each simulation, 50 games were played with a player with
sophistication level fixed at k=1, followed by 50 games with sophistication level of k=2. Four different forget
value parameters were evaluated (0.9, 0.95, 0.99 and 1.0). Each simulation was repeated 10 times. Vertical
axis shows current k value of the opponent estimated by the agent. Dot size reflects times out of 10 a given k
value was estimated. Results show the k-ToM agent detects the sophistication level of the player in <20 games
at any forget parameter value. Changes in sophistication were most quickly detected with forget values of 0.95
and 0.99, requiring ~10 games.

• ToMPlan agent required ~250 games to converge on the player’s behavior (Figure 2; left 
panel) and ~50 games to adapt to behavioral changes (Figure 2; right panel)

• k-ToM agent detected the player’s sophistication level in <20 games (Figure 3; left column) 
and took ~10 games to adapt to a change in sophistication level (Figure 3; right column)

• In the focus session, most participants attempting the task understood it and played as 
intended; some low-functioning individuals did not understand instructions and so did not 
attempt it (Table 1)

• All participants stated they would be willing to do the task in the context of a clinical trial

% of subjects 

attempting test

% of subjects 

completing test 

% of subjects 

completing test 

according to 

instructions

Base All subjects Subjects attempting test Subjects attempting test

Yes total % 44% 100% 100%

Low, child (5-11) 14% 100% 100%

Low, Adolescent (12-17) 17% 100% 100%

Low, Adult 0% NA NA

High, child (5-11) 67% 100% 100%

High, Adolescent (12-17) 71% 100% 100%

High, Adult 71% 100% 100%

Table 1: Results from testing of Treasure Hunt at user focus session

Figure 1: Screenshot of the Treasure 
Hunt playing board

Table 2: k-ToM agent’s interpretation of player’s goals 
at different k-values  
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• In this two-player coordination game, players 

can:

• Attempt to capture a high-reward stimulus 

(treasure) that requires cooperation

• Defect and pursue a low-reward stimulus 

(coins) that is only attainable unilaterally

• Multiple aspects are dependent on ToM:

• Success requires correctly inferring the 

other’s intentions (Skyrms, 2004)

• Correct inference can be supported by 

signaling behavior (e.g., moving away 

from coins to signal intent to cooperate)

• In our version “Treasure Hunt” (Figure 1):

• Both rewards (coins and treasure) have 

fixed positions within a trial

• Treasure location changes on a trial-by-

trial basis (as in Craig et al. 2017)

• We developed a smartphone version (“Treasure Hunt”) to measure ToM in a home 

environment

• To effectively simulate a human player, the computer agent must learn the other player’s 

intentions over iterations of the game and respond to changes in behavior

• Ideally the number of required iterations would be minimized to realistically simulate 

response to cooperative/non-cooperative behavior

• We tested two types of recursive learning agents to determine how fast they (1) learn; and 

(2) adapt to changes in, the human player’s behavior

• The k-ToM agent picks a move according to its perception of 

the value of its various options

• Perception of move values depends on its “sophistication 

level” k

• When k=1, the k-ToM agent ignores goals of the other 

player; through repeated gameplay, the optimal behavior in 

this case is to seek the small reward (i.e. a coin)

• When k=2, the k-ToM agent represents goals of the other 

player, but assumes the other player is operating at k=1

• Certain behaviors are only possible at higher levels of k:

• Cooperative moves are only valuable when k is high 

enough to enable mutual recognition of cooperative intent

• Certain moves can act as communicative gestures at 

higher k levels: 

• Moving away from the coins is unambiguous, but only 

worthwhile if the other agent tries to represent your 

goals

• Thus, the kTOM agent elicits behaviors that reflect recursive 

reasoning about others’ goals (see below)

k k-ToM agent’s interpretation of player’s goals

1 I do not reason about your goals whatsoever

2 I reason about your goals, but I assume you ignore mine

3 I reason about your goals, including your beliefs about my goals

4 I reason about your goals, including your beliefs about what I 

believe your goals to be

Treasure Hunt: A game-theoretic approach to detecting 
changes in Theory of Mind

MethodsObjectives Conclusions

Background

Results

Introducing “Treasure Hunt”

How the k-ToM Agent Works


