Depression ClinRO inference using momentary multimodal behavioral and physiological digital biomarkers from decentralized data collection.
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Research Question.
Can multimodal machine learning (MML) using objective, continuous measures
of head motion, body motion, voice, and physiology reliably measure
depression severity?

Introduction.
Current methods of assessing depression severity are limited to subjective
measures of patient self-report and clinical interview. Self-report is limited by
patients’ reading ability, idiosyncratic use, inconsistent metric properties across
scale dimensions, reactivity, and differences between clinicians’ and patients’
conceptualization of symptoms. Clinician interviews enable more consistent use,
but are time-intensive, difficult to standardize across settings, inherently
subjective and susceptible to reactivity effects and bias. Suboptimal interrater
reliability is a key contributor to failed Phase III clinical trials, leading to most
studies being underpowered [1].
Multimodal machine learning (MML) using face, eyes, body movement, vocal
prosody and physiological digital biomarkers presents a powerful alternative to
conventional measures. In a recent clinical trial, MML achieved kappa = 0.73 for
three levels of depression severity [2]. In a multi-site study, MML using vocal
prosody, gaze, and head dynamics generalized well across datasets from three
different Western countries [3]. Sample sizes were relatively small, however, and
severity was measured with only two or three ordinal groupings. For use in
clinical trials, reliability must be demonstrated in large sample sizes with
severity measured with point-level accuracy across the full range of possible
scores. We will test the hypothesis: MML can achieve high concurrent validity
for point-wise measurement with clinician reported (ClinRO) HAM-D 17 (HAM-D)
interviews.

Methods.

Figure 1. Example Interviews

Data Centric Approach:

Figure 1:
Participant recordings were highly variable in resolution, camera angle, and lighting conditions. Top Left: Participant holding a mobile phone while traveling as the
passenger in a car, wearing sunglasses. Top Right: Participant with the bottom half of their face out of frame. Bottom Left: Participant with laptop resting on their lap
while laying in bed. Bottom Right: Participant with laptop affixed to a stable surface and positioned completely within the frame. Faces are ‘masked’ to protect
participant identity.
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• HAM-D 17 (HAM-D) scores were evaluated for 48 interviews. The mean score
was 10.06 with a standard deviation of 6.35. The maximum recorded score was
24 and the minimum recorded score was 0. The score breakdown by depression
severity category was: No Depression: 17, Mild: 23, Moderate: 6, and Severe: 2.
As part of this ongoing observational study, five hundred participants with a full
range of depression severity from multiple real-world settings will be interviewed
using the Hamilton Depression Rating Scale (HAM-D). Each interviewer is trained
to follow a detailed interview protocol to minimize variance between interviewers
and increase the reliability of our ground truth measurements. This data
collection will be largely decentralized, with interviews taking place via video
conferencing platforms with participants in ecologically relevant settings.
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Participants and observational methods.
• Our analysis includes 37 participants (92% women) from two mental health
clinics in the Western U.S. who completed a total of 48 interviews. Their ages
ranged from 18 to 56 years (mean = 30 years, sd = 12.0).

Results.

To overcome data quality challenges, such as those listed
above, our team took a Data-Centric approach to
collection and analysis, implementing data collection
policies to lead to more consistent data, and adding data
preprocessing steps to our pipeline to maximize data
quality. Participant and interviewer data were segmented
using both audio and video-based diarization techniques.
Additionally, pre-processing steps were applied to handle
variable recording configurations (e.g., split screen vs.
switching view). These steps assure that features are
generated only on data windows where the participant is
visible and speaking. Additionally, for features that are
susceptible to noise (e.g., IPPG), windows of video with
low participant head movement were segmented for
analysis – these windows were sampled throughout the
interview to minimize question bias.

Table 1. Feature generation

Facial Landmarks
(n=41)

Video

Pulse Waveform
(n=44)

Video

Normalized Pitch
Normalized Pitch dynamics
MFCCs dynamics
Speech rate
Switching interval (turn
pause)
Basic emotions (e.g. anger,
disgust, sadness)
Sentiment (positive or
negative)

•
•
•
•

Head Pose (Pitch, Yaw, Roll)
Head Pose dynamics
Eye opening
Eye opening dynamics

•

Root Mean Square of
Successive Differences
(RMSSD)
Mean Peak Interval
Std Peak Interval
Heart Rate mean and std.

•
•
•

Figure 3. Results

Primary features were generated directly from audio and video
data. Secondary features were calculated based on Primary
features. The raw data, Primary, and Secondary features used
in this analysis are outlined in Table 1 (left).
Modeling:
Figure 2 (below) illustrates our data pipeline from data
collection to modeling. Audio data is extracted from the video
recording to standardize sampling rate, then fed into an
automated speech transcription service that provides text
transcription as well as diarization ("who speaks when"
intervals). Video undergoes pre-processing to create patientonly videos, by removing the interviewer either in time or in
frame, depending on the recording modality. Primary and
secondary low level features are then computed. These are
local features corresponding to short time intervals – e.g. a
single video frame, a few milliseconds of audio, or a word.
Secondary features are processed versions of primary features
– e.g. pitch, yaw, roll head movement angles are computed
from 3D facial landmarks. Primary and/or secondary features
are then collapsed for the entire interview using statistical
functionals, such as mean, standard deviation, and various
percentiles. Finally, a subset of collapsed features is selected
for supervised modeling, using the HAM-D ratings provided by
the interviewer.

Figure 2. Data pipeline from data collection to modeling

For this poster, audio and video data have been analyzed for 48 clinical interviews
with 37 unique participants. Data was recorded using the record feature on Zoom
or Google Meet. Given the “in the wild” nature of this study, there are a number of
challenges with respect to data quality which were considered. Most notably,
recording attributes such as resolution, camera angle, and lighting vary depending
on the participant’s hardware and the physical layout of their interview location.
We provide examples of some specific challenges below:

In light of the database size, we
pursued a shallow (as opposed to deep)
machine learning approach, using a
series of feature extraction and
selection techniques, ending with a
linear regression model. This procedure
involves: (1) finding basic features from
Table 1 that highly correlate with HAMD; (2) creating new features based on
non-linear combinations of selected
features; (3) selecting from these new
features the ones that highly correlate
with HAM-D; (4) removing redundant
selected features based on interfeature correlation. This resulted in a
final set F of 9 features.
An iterative hold-one-out cross
validation (LOOCV) approach was used
to predict the HAM-D score through
linear regression with F, achieving MAE
of 3.55 (Figure 3: Top Right). We further
evaluate this result by performing
dimensional reduction and creating a
set of principal components (PC) from
F, achieving MAE of 3.06 when using the
two principal components (Figure 3:
Bottom Right). This shows a modest
increase in performance and
demonstrates the importance of
leveraging dimensionality reduction
techniques for this analysis.

Figure 3:
• Top Right: multiple regression on best
selected features using hold-one-out
method (MAE = 3.55).
• Middle Right: shows the ratio of explained
variance for each principal
component. HAM-D 17 sample range 24 is
from 0-24.
• Bottom Right: same modeling procedure as
top graph with the features reduced by
transforming using principal component
analysis at choosing top 2 PC (MAE = 3.06).

Conclusions.
MML achieved high accuracy for point-wise measurement of clinician reported
HAM-D interviews, even when we step away from "laboratory controlled"
recording conditions and into "in the wild", web-based, decentralized data
acquisition. We found that a consistent interview protocol (e.g. using a unique
teleconference provider, with consistent meeting settings) is crucial to
minimize pre-processing and data-cleaning workload, yet not all aspects of
recording can be controlled at all times (e.g. dropped frames due to poor
internet connectivity). Safeguards must therefore be in place to either "fix"
the sample or remove it from the dataset.
Our work confirms the wide literature consensus that a range of features
from multiple modalities leads to better models than those trained on a single
input modality. While some modalities are left out after feature selection for
results presented here, all correlated with HAM-D scores when used by
themselves to train exploratory models.

• Moving Camera: In several cases, participants were holding a smartphone in
their hand or sitting in bed with a laptop, leading to frequent camera movement
throughout the video.
• Participant Out of Frame: In several cases, the participant's face was only
partially visible, or the participant briefly moved entirely out of the frame.

Ongoing work includes: Adding additional low-level features, such as facial
action units; dyadic coordination; more nuanced feature collapsing methods,
such as per-question aggregation; and planned substantial increases in the
number of participants to improve sample balance for ethnicity, gender, and
severity, and model quality. We aim to use both ”shallow” and “deep”
approaches with emphasis on interpretable features. Our ultimate aim is to
train a model with performance equivalent to or better than that of a trained
interviewer.

• Variable recording configuration: Video conferencing platforms can be
configured to display participants in various ways, including ide-by-side,
speaker-focus view, or participant-only view; each of which generate different
recordings and require different preprocessing pipelines prior to video feature
generation. In the course of data collection, we put guidelines in place in order
to standardize recording configuration.
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